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Abstract. Reputation systems in digital workplaces increase transaction efﬁciency by

building trust and reducing information asymmetry. These systems, however, do not yet
capture the dynamic multidimensional nature of online work. By uniformly aggregating
reputation scores across worker skills, they ignore skillset-speciﬁc heterogeneity (reputation attribution), and they implicitly assume that a worker’s quality does not change over
time (reputation staticity). Even further, reputation scores tend to be overly positive
(reputation inﬂation), and, as a result, they often fail to differentiate workers efﬁciently.
This work presents a new augmented intelligence reputation framework that combines
human input with machine learning to provide dynamic, multidimensional, and skillsetspeciﬁc worker reputation. The framework includes three components: The ﬁrst component maps skillsets into a latent space of ﬁnite competency dimensions (word embedding), and, as a result, it directly addresses reputation attribution. The second builds
dynamic competency-speciﬁc quality assessment models (hidden Markov models) that
solve reputation staticity. The ﬁnal component aggregates these competency-speciﬁc assessments to generate skillset-speciﬁc reputation scores. Application of this framework
on a data set of 58,459 completed tasks from a major online labor market shows that,
compared to alternative reputation systems, the proposed approach (1) yields more
appropriate rankings of workers that form a closer-to-normal reputation distribution,
(2) better identiﬁes “nonperfect” workers who are more likely to underperform and are
harder to predict, and (3) improves the ranking of within-opening choices and yields signiﬁcantly better outcomes. Additional analysis of 77,044 restaurant reviews shows that the
proposed framework successfully generalizes to alternative contexts, where assigned
feedback scores are overly positive and service quality is multidimensional and dynamic.
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and Gefen 2004, Nica et al. 2017). Reputation systems
are a standard mechanism that online labor markets
use to increase trust and reduce information asymmetry (Akerlof 1970, Kokkodis and Ipeirotis 2016,
Yoganarasimhan 2013, Nica et al. 2017). These systems rely on human input: employers rate workers for
the tasks they complete, and these ratings become
part of the workers’ online resumes. Such reputation
mechanisms measure expected service quality (Kokkodis
and Ipeirotis 2016, Rahman 2018b, Filippas et al. 2018),
and, as a result, they increase employers’ trust in
workers’ abilities and facilitate market transactions
(Yoganarasimhan 2013, Moreno and Terwiesch 2014,
Lin et al. 2016). Besides, workers realize how reputation
instills trust and affects employer choices, and they tend
to readjust their premiums according to their reputation
scores (Banker and Hwang 2008, Gandini et al. 2016).

1. Introduction
Online labor markets (Peopleperhour, Freelancer) facilitate global short-term contracts or freelance work
(Graham et al. 2017). Buyers purchase services from
an abundance of capable online workers who complete
diverse tasks, including web development, graphic
design, accounting, sales, marketing, and data science.
On par with other online platforms, online labor marketplaces grew exponentially during the past decade
(Upwork 2014, Freelancers Union 2017). This growth
will likely continue (if not accelerate) in the future, as
automation and the sharing economy structure the
future of work (Sundararajan 2016, IBM Institute of
Business Value 2019).
One determinant of success for online labor markets is the intermediary trust that they instill between
employers and workers (Ba and Pavlou 2002, Pavlou
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Despite these beneﬁts, the design of current reputation systems does not capture the dynamic and
multidimensional nature of online work. In particular, reputation systems in online labor markets implicitly assume (by uniformly averaging all prior
feedback scores) that worker quality and expertise are
not evolving (Hendrikx et al. 2015). However, current
trends show that new skills are born and old skills die
faster than ever (Autor et al. 1998, Autor 2001, Oliver
2015, Kokkodis and Ipeirotis 2016). As a result, to
remain marketable, online workers must be diligently
and continuously re-educating and reskilling themselves (Kuhn and Skuterud 2004, Stevenson 2009,
Oliver 2015). Furthermore, online worker reputation
scores are unidimensional and skillset-independent.
Digital workplaces, however, are highly heterogeneous in terms of qualiﬁcations (Kokkodis and Ipeirotis
2014), whereas online workers tend to complete tasks
that require diverse skillsets (Kokkodis and Ipeirotis
2016). As a result, these unidimensional reputation
scores cannot provide accurate estimates of skillsetspeciﬁc expertise. Finally, on par with other online
platforms (Hu et al. 2009, Hu et al. 2017, Zervas et al.
2015), online worker reputation scores tend to be
overly positive (Abhinav et al. 2017, Filippas et al.
2018). Such inﬂated scores do not sufﬁciently differentiate workers, as most of them are rated as
“better than average” (Filippas et al. 2018).
Given these shortcomings of current reputation
systems in online labor markets, how can we design
dynamic, multidimensional, skillset-speciﬁc reputation
frameworks? To address this question, I propose an
intelligence augmentation (IA) system that relies on
three design principles: (1) mapping of any combination of arbitrary skills into a latent space of ﬁnite
competency dimensions (word embedding), (2) dynamic competency-speciﬁc quality assessment (hidden Markov models), and (3) aggregation of these
competency-speciﬁc assessments. Decomposition of
skills to competencies facilitates skillset-speciﬁc reputation. Dynamic quality assessment explains the evolution
of workers as they learn new skills and gain expertise.
Aggregation of the competency-speciﬁc quality assessments for any given combination of skills results in
representative (normal-like) skillset-speciﬁc reputation distributions (Schmidt and Hunter 1983) that
catalyzes worker differentiation.
Analysis of 58,459 completed tasks from a major
online labor market shows that the proposed approach signiﬁcantly outperforms 10 alternative advanced reputation systems (including the market’s
current reputation system, systems that rely on link
analysis, gradient boosting, neural networks, and
adaptations of recommender systems). In particular,
compared with these systems, the proposed approach
(1) yields more appropriate rankings of workers that

form a closer-to-normal reputation distribution, (2) better identiﬁes “nonperfect” workers who are more
likely to underperform and are harder to predict,
and (3) improves the ranking of within-opening choices
and yields signiﬁcantly better outcomes. Additional
analysis of 77,044 restaurant reviews shows that the
proposed framework successfully generalizes to alternative contexts, where assigned feedback scores
are overly positive and service quality is multidimensional and dynamic.
This work is the ﬁrst to identify shortcomings of
current reputation systems of online labor markets
and to present design principles that future reputation systems should have in order to estimate a
worker’s dynamic and multidimensional reputation.
By solidifying these principles into different components, the proposed IA framework combines human
input with machine intelligence to result in accurate,
skillset-speciﬁc reputation scores. Such accurate scores
(1) help workers to differentiate, (2) guide employers to
make informed and fast (reduced search cost; see Bakos
1997) decisions, and (3) enable the market to improve
its recommendation algorithms and also understand
the supply distributions across latent competencies.
By predicting underperforming workers, the framework preemptively informs employers, an intervention that could reduce the number of adverse outcomes.
Positive outcomes increase participation in the marketplace, thereby generating a continuous stream of
revenue for the platform (Tripp and Grégoire 2011).
This IA framework also highlights how combining
human input with advanced machine learning techniques can augment intelligence by creating the necessary conditions for humans to make informed decisions. Such systems have the potential to increase
efﬁciency and outcome quality precisely because they
intelligently differentiate workers (i.e., identify each
individual’s latent qualities). Efﬁcient differentiation
can further guide labor supply redistribution (e.g., by
motivating workers to re-educate) and inform career
path advisers (Kokkodis and Ipeirotis 2020). As a
result, the deployment of the proposed IA framework
in different types of online platforms could have
implications for workers, employers, businesses, and
the future of work.

2. Research Context
Digital markets increase trust and signal the quality of
their services and products through online reputation
systems (Ba and Pavlou 2002, Dellarocas 2003, Pavlou
and Gefen 2004, Dellarocas 2006, Zervas et al. 2015,
Tadelis 2016). These systems facilitate product selection across a wide range of domains, including movies
(Duan et al. 2008), books (Chevalier and Mayzlin
2006), music (Kokkodis and Ransbotham 2020), electronics (Ghose and Ipeirotis 2011, Cui et al. 2012),
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hotels (Ye et al. 2009), local businesses (Lu et al. 2013,
Luca 2016), and mobile apps (Lee and Raghu 2014).
2.1. Overview of Current Reputation
Systems Designs
Given this established impact of online reputation
systems, prior research has focused on improving
their design and increasing their performance. Researchers have proposed reputation systems that have
context-speciﬁc objectives and serve alternative domains
such as e-commerce platforms, online communities,
crowdsourcing platforms, and peer-to-peer networks.
Based on their architecture, I cluster existing reputation
systems into human-based, machine-based, and hybrid
(human and machine).
2.1.1. Human-Based Reputation Systems. Most com-

mercial reputation systems rely solely on human
ratings (e.g., in online marketplaces; see Einav et al.
2016, Tadelis 2016, Luca 2017). For instance, Amazon
users post reviews, rate products, and rate other reviews (Amazon 2018). Similarly, eBay sellers and
buyers leave feedback for each other (eBay 2018). This
feedback reﬂects both an overall rating (good, neutral, and negative) and numerical ratings for accuracy, communication, shipping time, and shipping
charges. A similar reputation system appears in many
online question-and-answer communities (e.g., Stack
Overﬂow and discourse communities), where users
up-vote or down-vote responses (Stack Overﬂow
2018, Kokkodis et al. 2020b). Third-party reputation
platforms that allow users to review and rate are also
available for multiple products and services, such as
restaurants and hotels (e.g., TripAdvisor, Yelp; see
Kokkodis and Lappas 2020) and Amazon Mechanical
Turk (AMT) users (Turkopticon 2018).
2.1.2. Machine-Based Reputation Systems. Machine-

based approaches do not require human raters. Instead, they often rely on network analysis to identify
user quality. In online and question-answering communities, such methods focused on identifying expert
(or helpful) users (Jurczyk and Agichtein 2007, Zhang
et al. 2007, Bouguessa et al. 2008). In large organizations, proposed approaches combine information
retrieval and graph-based techniques to analyze user
social (and other) proﬁles and identify areas of expertise (Balog and De Rijke 2007). Similarly, peer-topeer network reputation systems use network analysis
to estimate the sharing quality of each participating
node (Kamvar et al. 2003).
2.1.3. Hybrid Reputation Systems. Many reputation

systems combine information from human raters with
machine learning and network analysis. Such hybrid
approaches are examples of IA systems (Jain et al. 2018),
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as they enhance human judgment by combining artiﬁcial and human intelligence. The most basic ones
combine ratings with information from social and other
online sources (Sabater and Sierra 2001a,b; Hendrikx
and Bubendorfer 2013). These systems are tailored for
e-commerce platforms (Hendrikx and Bubendorfer
2013). For online communities, hybrid approaches
use human cognitive traits along with subjective logic
to identify experts (Pelechrinis et al. 2015). At the
same time, peer-to-peer networks require different
types of hybrid reputation systems that combine
network analysis along with ratings and the personal
histories of each node to estimate node trustworthiness (Damiani et al. 2002, Curtis et al. 2004, Xiong and
Liu 2004, Tian and Yang 2011).
Hybrid reputation systems also appear in crowdsourcing settings (e.g., AMT; see Allahbakhsh et al.
2012, Jagabathula et al. 2014). For instance, some
reputation management models include a rater’s credibility along with information from each worker’s
set of completed tasks to estimate worker quality
(Allahbakhsh et al. 2012). Similarly, and in order to
ﬁlter out adversarial workers (Jagabathula et al.
2014), proposed reputation systems in crowdsourcing settings penalize workers with a poor reputation
(Xie et al. 2015).
2.2. Reputation Systems in Online Labor Markets
Similar to most e-commerce platforms, online labor
markets offer reputation systems that allow workers
to receive feedback for the tasks they complete (Filippas
et al. 2018, Wood-Doughty 2018). Over a series of
completed tasks, these feedback scores accumulate
to generate a worker’s reputation on the platform
(Rahman 2018a). Worker reputation “institutes trust
among quasi-strangers” (Nica et al. 2017, p. 64), and,
as a result, increases marketplace efﬁciency by reducing information asymmetry (Kokkodis et al. 2015).
In particular, worker reputation is a major driving
force in hiring choices (Yoganarasimhan 2013), and it
correlates positively with worker earnings (Banker
and Hwang 2008, Moreno and Terwiesch 2014,
Gandini et al. 2016). Even having a reputation (compared to being new in the market) improves a worker’s
current (Lin et al. 2016) and subsequent hiring
chances (Pallais 2014). These reputation effects are
not uniform, as positive veriﬁed information appears to disproportionately beneﬁt workers from
less developed countries (Agrawal et al. 2013, Kanat
et al. 2018). Finally, reputation is not necessarily
category-speciﬁc; it transfers across multiple task
categories that require diverse skill sets (Kokkodis
and Ipeirotis 2016).
2.2.1. Shortcomings of Reputation Systems in Online
Labor Markets. Despite these multidimensional ef-

fects, reputation systems in online labor markets are
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not perfect (Filippas et al. 2018), as they experience:
(1) reputation inﬂation, (2) reputation attribution,
and (3) reputation staticity.
Reputation Inﬂation. Similar to other online market-

places (Zervas et al. 2015, Hu et al. 2017), reputation
scores in online labor markets are highly inﬂated
(Abhinav et al. 2017, Filippas et al. 2018). This inﬂation happens mainly for two reasons. First, users
who receive low feedback scores cannot get hired,
and, as a result, they abandon the marketplace (Jøsang
et al. 2007, Jøsang and Golbeck 2009, Jerath et al.
2011). Second, employers feel peer pressure to assign positive ratings (Filippas et al. 2018). The combination of the two yields reputation distributions
that are positively skewed, where every worker is
assumed to be “better than average.” Such inﬂated
reputation scores do not sufﬁciently differentiate
workers, as they form noisy estimates of service
quality (Hendrikx et al. 2015).
Reputation Attribution. At the same time, current re-

putation systems in online labor markets provide
unidimensional reputation scores that describe overall service quality. However, these digital workplaces
are highly heterogeneous in terms of qualiﬁcations
(Kokkodis and Ipeirotis 2014), as they offer tasks that
require a diverse range of skills (e.g., logo design,
software development, data analytics, marketing skills).
Besides, workers often do not focus on speciﬁc types of
tasks; instead, they complete tasks that require diverse
skillsets (Kokkodis and Ipeirotis 2016). The existence
of this highly heterogeneous environment in terms of
skills suggests that unidimensional reputation scores
cannot capture skill-speciﬁc qualities. For instance,
consider a worker who provides an IT service and
completes a task that requires networking, C, and
Python. When the task is over, this worker receives a
feedback score of 0.9. Does this score capture the
worker’s service quality on networking, on C, on
Python, or on any combination of these skills?
Reputation Staticity. Finally, the rapid evolution of

skills and worker expertise in online labor markets
further limits current reputation systems. Because
new skills are born and old skills die faster than ever
before (Autor et al. 1998, Autor 2001, Oliver 2015,
Kokkodis and Ipeirotis 2016), workers need to continuously keep re-educating themselves (Kuhn and
Skuterud 2004, Stevenson 2009, Oliver 2015, Kokkodis
2020). Workers are therefore dynamic entities that
evolve by either gaining expertise on skills they know,
or by investing in learning new skills (Kokkodis and
Ipeirotis 2020). Current reputation systems assume
that the quality of a service does not change over time
(Jøsang et al. 2007), as they uniformly average received
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ratings to provide an aggregate quality score (Hendrikx
et al. 2015). This assumption is valid for a product in
an e-commerce platform (e.g., a book or a camera), but
it is misleading in representing the quality of a worker
who gains expertise and acquires new skills over time.
These shortcomings of reputation systems in online
labor markets result in service quality estimates that
are often not predictive of future worker performance
(Filippas et al. 2018). Consequently, decisions based
on such reputation scores could yield unsuccessful
collaborations that hurt the marketplace (Tripp and
Grégoire 2011). As a result, there is a need for exploring alternative reputation systems that could
potentially address these shortcomings and provide
more representative reputation scores.
2.2.2. Do Existing Reputation Systems Address These
Shortcomings?. Section 2.1 classiﬁes current repu-

tation systems into human-based, machine-based,
and hybrid. The presented commercial applications
of human-based reputation systems experience reputation inﬂation and, to a certain degree, reputation
attribution and reputation staticity. In particular,
e-commerce reputation scores are inﬂated (Chevalier
and Mayzlin 2006, Hu et al. 2009, Zervas et al. 2015,
Hu et al. 2017) due to response bias—that is, who
chooses to rate a service (Moe and Schweidel 2012)—
and due to acquisition bias—that is, buyers typically
choose services that they expect to like (Hu et al.
2017). Reputation attribution appears when products receive unidimensional ratings describing multiple dimensions (e.g., value for money, appearance,
durability). TripAdvisor acknowledges the issue of
reputation attribution and offers reputation scores in
four secondary dimensions (i.e., location, cleanliness,
service, value). Even though such multidimensional
systems better describe service quality, they do not
generalize to an arbitrary set of dimensions, and they
usually rely on a few dimensions that humans can
efﬁciently rate. Finally, because some of the rated
products or services are dynamic (e.g., venues evolve
on TripAdvisor), their respective reputation systems
likely experience reputation staticity.
Machine-based link analysis approaches require a
network of interactions related to service quality in
order to work (e.g., Jurczyk and Agichtein 2007). At
the same time, they do not rely on any evaluation
measure (either objective through testing or subjective through human raters). Hence, their applicability
to contexts that require human-perceived service
quality, such as online work, is limited. Applicability
is also an issue for hybrid-based reputation systems
(Section 2.1.3) that either focus on different objectives (e.g., node quality in peer-to-peer networks; see
Damiani et al. 2002) or require information that is not
freely available (e.g., social behavior; see Sabater and
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Sierra 2001b) in online labor markets. Overall, these
machine-based and hybrid approaches do not focus
on addressing reputation inﬂation, reputation attribution, and reputation staticity, as these shortcomings do not pose signiﬁcant limitations in their respective contexts (i.e., peer-to-peer networks and
question-answering communities).
One could argue that given the contextual similarities between crowdsourcing settings and online
labor markets, their reputation systems (Section 2.1.3)
could be applicable in both contexts. Digital workplaces, however, differ from many crowdsourcing
settings in that workers are highly paid and highly
skilled (Paolacci et al. 2010, Kokkodis and Ipeirotis
2014). As a result, the objective of crowdsourcing
systems to ﬁlter out adversarial workers does not
apply to the focal context, as none of the high-skilled
workers in online labor markets will purposely perform subpar work (e.g., by mindlessly labeling images, which is a typical task on AMT). Furthermore,
low-skilled AMT workers are not susceptible to supply trends that often require reskilling; hence, skillset
diversity and heterogeneity are not evident in crowdsourcing settings. As a result, crowdsourcing approaches
do not focus on and do not solve reputation staticity,1
reputation attribution, and reputation inﬂation.
Prior research has also proposed machine-based
and hybrid reputation systems speciﬁcally for online
labor markets (Christoforaki and Ipeirotis 2015,
Daltayanni et al. 2015). Machine-based approaches
rely on item response theory (Hambleton et al. 1991)
to continuously generate test questions and evaluate
the expertise of a user on a given skill (Christoforaki
and Ipeirotis 2015). Many online labor markets already use such tests to certify workers on speciﬁc
skills (Upwork 2018). In theory, these approaches
could address reputation attribution, as they can
evaluate the expertise of each worker on a given skill.
In practice, however, they are costly (in terms of
money and, most importantly, time), and they do not
scale to multiple skills since they test one skill at a time
(Upwork 2018). Even further, workers who take these
tests have the option to either reveal or hide their
scores, which results in the disclosure of positive-only
certiﬁcations (Ipeirotis 2013). Finally, from a platform’s perspective, creating and maintaining tests for
hundreds of skills could incur additional costs.
A hybrid approach that is relevant to this work uses
link-analysis and implicit reputation signals (e.g.,
“shortlisted,” “hired,” “ignored”) to estimate a reputation score for each worker (WorkerRank; see Daltayanni
et al. 2015). Speciﬁcally, by creating a historical graph
between jobs and workers, the WorkerRank algorithm compares how different employers rank workers
through their hiring processes. By construction, this
approach does not focus and does not solve reputation
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attribution and reputation staticity; however, because it
has the potential to provide more representative reputation scores, it implicitly addresses reputation inﬂation. (Section 5 empirically shows the superiority of
the proposed approach over the WorkerRank algorithm across multiple dimensions.)
2.2.3. Designing Dynamic Reputation Systems. Table 1

compares these relevant reputation systems found
in academia and industry and identiﬁes that they do
not explicitly address reputation inﬂation, reputation
attribution, and reputation staticity. This paper ﬁlls
this gap by presenting the design principles that a
reputation system needs in order to successfully attack reputation attribution, reputation staticity, and
reputation inﬂation. Speciﬁcally, these principles are
(1) decomposition of any arbitrary combination of skills
into a set of ﬁnite competency dimensions, (2) dynamic estimation of competency-speciﬁc reputation,
and (3) on-demand aggregation of these competencyspeciﬁc reputations to estimate skillset-speciﬁc reputation scores. The ﬁrst principle solves reputation attribution, as it allows for the efﬁcient decomposition
of reputation to a ﬁnite set of competency dimensions.
The second principle allows for competency-speciﬁc
dynamic estimation of quality and directly addresses
reputation staticity. The third principle creates skillsetspeciﬁc estimates of quality. Since human abilities follow normal-like distributions (Schmidt and Hunter 1983),
accurate skillset-speciﬁc reputation scores address
reputation inﬂation and facilitate worker differentiation.
2.3. Connection with Recommender Systems
Table 1 demonstrates the gap within the reputation
systems literature that this study ﬁlls. Yet, and similar
to reputation systems, recommender systems also
resolve information asymmetries and allow customers
to make better-informed decisions (Adomavicius and
Tuzhilin 2005, Dellarocas 2006, Adamopoulos 2013).
Can such recommender systems resolve reputation staticity, reputation attribution, and reputation inﬂation and
provide current skillset-speciﬁc worker-reputation scores
in online labor markets?
2.3.1. Differences Between Reputation and Recommender
Systems. Reputation and recommender systems

serve conceptually different objectives (Jøsang et al.
2013). Overall, reputation frameworks are broader in
scope. For instance, reputation scores can generate
product rankings (Amazon 2020), and, at the same
time, they can provide quality estimates that affect
product valuations (Moreno and Terwiesch 2014) and
shape expectations (Ho et al. 2017). Even further,
reputation systems can provide product managers
with constructive feedback on how to improve their
products (Proserpio and Zervas 2017). Besides, and
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speciﬁcally to online labor markets, employers can use
reputation scores to invite workers to apply to their job
openings (Rahman 2018b). Once workers apply to a
job opening, employers can rank and choose applicants according to their reputation scores (Kokkodis
et al. 2015, Abhinav et al. 2017, Kokkodis 2018).
On the other hand, recommender systems often
serve a single objective. For instance, they recommend products that customers usually buy together
(basket analysis; see Agrawal et al. 1994). Or, they use
customers’ observed actions to recommend items that
users will choose next (next-item recommendations;
see Rendle et al. 2010, Quadrana et al. 2018). Or, they
provide product recommendations based on what
similar users with the targeted user have liked in the
past (Billsus and Pazzani 1998, Breese et al. 1998,
Delgado and Ishii 1999, Adomavicius and Tuzhilin
2005). Speciﬁcally to online labor markets, existing
recommender systems (1) rank job applicants within a
given opening (Kokkodis et al. 2015, Abhinav et al.
2017), (2) recommend tasks for workers to apply
(Goswami et al. 2014, Baba et al. 2016, Horton 2017),
and (3) provide career path recommendations (Patel
et al. 2017, Kokkodis and Ipeirotis 2020).
In many cases, reputation and recommender systems work together to increase trust and reduce uncertainty (Jøsang et al. 2013). In online labor markets,
in particular, reputation scores are often predictors in
probabilistic recommender systems of different objectives. For instance, job-applicant recommenders
use worker reputation as one of the attributes in their
classiﬁcation approaches (Kokkodis et al. 2015,
Abhinav et al. 2017). Career-path recommenders use
worker-reputation scores to provide relevant skill
recommendations (Kokkodis and Ipeirotis 2020). Systems that recommend tasks to workers use reputation
scores to identify the most appropriate assignments
(Hossain and Areﬁn 2019).
2.3.2. Recommender Systems as Worker-Reputation
Frameworks. Despite these conceptual differences,

recommender systems can adjust to provide workerreputation scores. Traditional recommenders predict
the rating a user would assign to an item (Ricci et al.
2011, Adamopoulos and Tuzhilin 2014). To apply
these systems in the focal context, we need to map
ratings, users, and items to their respective entities
in a worker-reputation framework for online labor
markets. Since workers’ reputation is the desired
outcome of the framework, workers map to a recommender system’s users.
The mapping of items and ratings is more complicated. In traditional recommender systems, the
items are static entities that do not evolve over time
(e.g., movies, smartphones, songs). Besides, multiple
users of traditional recommender systems buy,
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experience, and rate identical items (e.g., the same
movie, song, smartphone). These multiple ratings per
item are necessary for algorithms such as collaborative
ﬁltering to provide item recommendations that similar
users to the focal user have liked in the past (Koren
2010, Adamopoulos and Tuzhilin 2013). In the focal
context, the rated items are the completed tasks. In
online labor markets, very rarely (if ever) two tasks
are identical; even tasks that require the same skills
might have different objectives. As a result, we do
not observe multiple ratings for each task; instead,
each task receives only a single rating. Hence, to
transform recommender systems to a worker-reputation
framework, we need to create static items for which
multiple workers receive ratings.
A straightforward noisy transformation is to consider tasks that require the same skillsets as identical
items. Then, the skillset-speciﬁc average feedback
score that each worker receives can map to a recommended item’s rating. Using these mappings, I can ﬁll
the user-item matrix and implement matrix-completion
algorithms (Adomavicius and Tuzhilin 2005, Koren
2010) that will provide worker-reputation scores for
each available skillset (item). Even though this mapping is not perfect (e.g., each worker might perform
multiple tasks that require the same skillsets over time
and receive different ratings), it provides skillset-speciﬁc
reputation scores and potentially addresses reputation
attribution. What about reputation staticity?
The rich literature on recommender systems provides a plethora of sequence-aware (or session-based)
approaches (Hsueh et al. 2008, Zang et al. 2010,
Jannach et al. 2015, Quadrana et al. 2018) that could
potentially address reputation staticity. These systems explicitly model sequences of past events and
recommend items according to the user’s short-term
behavior (Quadrana et al. 2018). Because they focus
on next-item recommendations, sequence-aware approaches use implicit user feedback (i.e., whether a
user has bought a product), ignoring explicit feedback
ratings that describe whether the user actually liked
the bought product (Devooght and Bersini 2017, Kula
2018, Quadrana et al. 2018). Yet, most reputation
frameworks require explicit feedback ratings to work
(Tadelis 2016, Luca 2017, Einav et al. 2016, Amazon
2018, eBay 2018, Stack Overﬂow 2018, Kokkodis and
Lappas 2020, Kokkodis et al. 2020a). As a result, the
application of next-item recommenders in the studied
context will require signiﬁcant encoding assumptions
of user actions to generate next-item recommendations that provide skillset-speciﬁc worker-reputation
scores. I discuss these encoding assumptions in detail
in Section 5.4.1.
Table 2 compares relevant literature in recommender systems with the proposed approach and
demonstrates the necessary modiﬁcations that relevant
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Table 2. Comparison of Relevant Literature of Recommender Systems
Type of recommender
systems

Objective

Collaborative ﬁltering
Recommend items that
(Adomavicius and
similar users to the
Tuzhilin 2005, Koren
targeted user have
et al. 2009)
liked in the past
Content-based
Recommend items
(Adomavicius and
based on
Tuzhilin 2005)
commonalities
between items that a
user has rated highly
in the past
Basket analysis
Recommend items that
(Agrawal et al. 1994)
users often buy
together
Sequence-aware (next- Recommend an item
item) recommenders
that a user should
(Quadrana et al. 2018)
buy next based on the
observed user history

Recommenders in
Recommend skills and
OLMs (Abhinav et al.
tasks to workers, or
2017, Kokkodis et al.
job applicants to
2015, Hossain and
employers
Areﬁn 2019)
This research
Provide current and
skillset-speciﬁc
worker reputation

Reputation
inﬂation

Reputation
attribution

Reputation
staticity

Skillset → item worker
→ user avg. feedback
→ rating

7

!

7

Singular value
decomposition, slope
one

Skillset → item worker
→ user avg. feedback
→ rating

7

!

7

Cosine similarity,
Euclidean distance,
predictive modeling

Not applicable

7

7

7

A priori, association
rule mining

Encoding of user
actions (implicit
feedback) to
represent worker
reputation
(Section 5.4.1)
Predictive models
adjusted to regression
output

7

!

!

7

7

7

3

3

3

Convolutional neural
networks, long shortterm memory,
factorized
personalized Markov
chain
Logistic regression,
Bayesian networks,
support vector
machines, decision
trees, random forest
Deep learning, hidden
Markov models

Required modiﬁcations

None

Methodology

Notes. Avg. feedback, the average feedback score that a worker receives on a given skillset (item); OLMs, online labor markets. The column
“Required modiﬁcations” summarizes the necessary modiﬁcations and assumptions that recommenders need to make in order to provide
skillset-speciﬁc worker-reputation scores. The columns “Reputation inﬂation,” “Reputation attribution,” and “Reputation staticity” identify
whether the recommender system adaptation addresses these shortcomings of current reputation systems in online labor markets.
!: Required encoding and item assumptions could potentially address reputation attribution and reputation staticity. Section 5.4 empirically
shows that these assumptions do not resolve reputation attribution and reputation staticity sufﬁciently, and, as a result, they also do not resolve
reputation inﬂation.

recommender systems need to make to provide workerreputation scores. When applied in Section 5.4 and
Figure 8, these modiﬁcations signiﬁcantly hurt the
performance of various recommenders, highlighting
the need for a context-appropriate reputation system
that addresses reputation inﬂation, reputation attribution, and reputation staticity.

3. A Dynamic, Multidimensional
Reputation Framework
Section 2.2.3 summarized the three design principles
that a reputation framework should follow in order
to provide current skillset-speciﬁc worker quality
scores. Based on these principles, I structure a reputation framework (HMM-W2V framework) that consists
of three components. Component A focuses on decomposing skills into competency dimensions that allow
the framework to generalize and accommodate any
arbitrary number of skills. Component B builds a dynamic model that combines multiple signals to estimate a worker’s current, competency-speciﬁc quality.

Component C aggregates competency-speciﬁc predictions to get a current estimate of the worker’s
quality on any set of skills. Figure 1 draws the interconnections of these three components, which I
describe in detail next.
3.1. Component A: Skills Decomposition
Workers can work on any arbitrary combination of
skills, which creates a space of tens of thousands of
available combinations of unique skillsets (Table 3). In
theory, I could directly estimate the reputation of each
worker on any observed skillset. This approach,
however, has three drawbacks. First, independent of
the size of the analyzed data, considering distinct
skillset-speciﬁc observations will result in sparse
training data sets. Second, such observations would
ignore (by construction) correlations between various
skillsets. Third, the entrance of new skills would require retraining of the framework.
To overcome these drawbacks, I use a distributed
representation of words model (word embedding, W2V;
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competencies (Figure 1). To do so, it averages competencytspeciﬁc scores of each skill in a given skillset. In
particular, a skillset R maps to an aggregated W2V
representation as follows:

Figure 1. (Color online) The HMM-W2V
Framework Provides Current, SkillSet-Speciﬁc
Worker-Quality Estimates

ŵdR 

1 ∑
W2Vd (r), ∀d ∈ D,
|R| r∈R

(1)

where ŵdR is the d−competency score of skillset R, and
W2Vd (r) is the W2V score for skill r in dimension d. I
normalize these weights to create a scale-invariant
decomposition through a softmax transformation:
([
] )
wR  softmax ŵ1R , ŵ2R , . . . , ŵ|D|
R
[
]
 w1R , w2R , . . . , w|D|
(2)
R .

Notes. The three design principles (Section 2.2.3) deﬁne the threecomponent structure of the HMM-W2V framework. Component A
maps any set of skills to competency dimensions. Component B
provides dynamic models (hidden Markov models, HMM) that make
current, competency-speciﬁc quality estimates. Component C aggregates these estimates to provide a skillset-speciﬁc reputation.

see Mikolov et al. 2013) that projects individual skills
into a set of competency dimensions. W2V embeds
words from a vocabulary into a lower-dimensional
space, in which semantically similar words appear
close to each other, whereas semantically dissimilar
words appear far away from each other (Mikolov
et al. 2013). In the context of online work, a “skill”
maps to a “word” and a “skillset” to a “document.”
Based on this representation, W2V projects contextually similar skills close to each other in a |D |-dimensional space of competencies. (The actual number
of competency dimensions |D| is a hyperparameter of
the framework.)
The HMM-W2V framework maps any observed
skillset R into a |D|-dimensional vector space of

Alternatively, a distributed memory model (D2V; see
Le and Mikolov 2014) or simpler clustering approaches
could map skillsets into vectors of real numbers.
Furthermore, in addition to the skillsets, W2V or D2V
could also consider the job-description text. Online
Appendix C.1 and Figure 11(a) discuss and empirically
compare these alternative approaches.
3.2. Component B: Competency-Speciﬁc Dynamic
Quality Assessment
At any given time, each worker has a quality level in
each competency dimension d ∈ D. This quality is
latent (unobserved). However, for each completed
task t with required skills R, the market observes a
feedback score (Yt ) that the worker receives. This
feedback maps into competency-speciﬁc scores through
the weighting vector wR : Ydt  wdR Yt , ∀d ∈ D. These
scores (Ydt ) form a sequence of proxies of the worker’s
quality in each competency dimension d ∈ D.
In addition to latent, a worker’s quality dynamically evolves. Speciﬁcally, a worker’s quality can change
in any competency dimension, either by gaining experience on the platform and better understanding
the expectations of the employers or by learning new
skills and continuously expanding current knowledge
and abilities. The HMM-W2V framework formulates

Table 3. Data Overview

Skills per worker
Tasks per worker
Skills per task
Task compensation ($)
Task applications
Completed tasks
Unique skills (R)
Unique observed skillsets

Observations

Mean

Median

Standard deviation

Min

Max

662, 423
58, 459
58, 459
58, 459
662, 423
58, 459
547
17, 563

9.4
6.3
3.2
170

9
5
3
31

5.8
3.6
2.5
1, 042

1
1
1
3

61
59
38
70, 218

Notes. Workers work remotely from 141 countries. Data span 12 months.
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this evolution through a hidden Markov model (HMM):
each worker operates from a latent, competency-speciﬁc
state, which determines the worker’s propensity to
perform with score Ydt . Every time a worker completes
a new task and receives a new feedback score, the
framework observes new evidence about the worker’s
competency-speciﬁc qualities and stochastically transitions the worker to new latent states. The framework
assumes a set of S d latent states that describe Kd different levels of quality for each competency d, S d 
{s1 , s2 , . . . , sKd }.
HMM Structure. Every new worker who joins the

platform has an unknown quality across the competency dimensions d ∈ D. As the worker completes
new tasks on the platform, the market observes signals (i.e., through task outcomes) that correlate with
the latent worker quality. To capture this behavior,
the HMM-W2V framework assumes an initial latent
state s1 , where all new workers land. This state makes
an average initial estimate of workers’ competencyspeciﬁc quality.2 Once the workers complete their ﬁrst
task and emit an observation (i.e., Yd1 , ∀d ∈ D), they
stochastically transition to different states according
to the parameters of the model.
To deﬁne an HMM for a given competency dimension d, I need (1) a vector of initial state probabilities πd , (2) a transition matrix T d that stores the
transition probabilities between states, and (3) an
emission matrix Ed that describes the state-speciﬁc
probability distributions for observations Ydt . Since
every new worker lands in state s1 , the initial probability vector of each HMM is the following:
πd  [1, 0, 0, . . . , 0] .

(3)

A worker’s history provides multiple observable signals that correlate with transitions to new quality states
(e.g., total wages received, hiring rates, number of
completed tasks). Such historical attributes deﬁne a
vector Zt−1 .3 By weighing this vector with wdR , the
framework forms vectors Zdt−1  wdR Zt−1 that capture
competency-speciﬁc histories. Each Zdt−1 directly affects the transition probabilities to different states
(i.e., matrix T d ). Formally, assume that a given worker
completes task t − 1 from state sk in a given dimension d.
Once the framework observes the outcome of task
t − 1, it estimates the transition probability of this
worker to move to state sl as follows:
(
)
k sl
λd,s
 Pr Sdt  sl |Sdt−1  sk ; γdkl , Zdt−1
γdkl Zdt−1
(
)
 gd γdkl Zdt−1 .
(4)
In the previous equation, γdkl is the vector of coefﬁcients of state sk that deﬁne the weights of Zdt−1
in estimating the transition probability to state sl .

Function gd transforms the product γdkl Zdt−1 into a
probability. (The choice of function gd is context- and
data-speciﬁc. I discuss this in Section 5.1 and Online
Appendix A.) The complete transition matrix for a
given worker after completing task t − 1 in dimension
d is as follows:
⎡⎢⎢⎢ λd,sd 1 s1d
⎢⎢⎢ γ11 Zt−1
⎢⎢
⎢⎢ d,s2 s1
(
) ⎢⎢⎢⎢⎢ λγd21 Zdt−1
d d
d
T Γ , Zt−1  ⎢⎢⎢⎢
..
⎢⎢⎢
.
⎢⎢⎢⎢
⎢⎢ d,sK s1
⎢⎢⎣ λ d d
γ Z
K1

t−1

1 s2
λd,s
γ d Zd

...

2 s2
λd,s
γ d Zd

...

12

22

..
.

t−1

t−1

d,s s2

λγd KZd d
K2

t−1

..
.
..
.

d,s1 sKd
Z
1Kd t−1
d,s2 sKd
λ γ d Zd
d t−1

λγ

2K

..
.

d,s sKd
Zd
d d t−1

λ γd K d

⎤⎥⎥⎥
⎥⎥⎥
⎥⎥⎥
⎥⎥⎥
⎥⎥⎥
⎥⎥⎥, (5)
⎥⎥⎥
⎥⎥⎥
⎥⎥⎥
⎥⎥⎥
⎥⎦

K K

where Γd  [γd11 , γd12 , . . . , γdKd Kd ] .
Similarly, observed worker characteristics (e.g.,
hourly rate, average feedback score) are correlated
with the observed emissions of the HMM (matrix Ed ).
These characteristics form a vector Xt . The framework
makes this vector competency-speciﬁc by weighting
its elements with wdR ; that is, Xdt = wdR Xt . Formally, the
conditional probability of observing Ydt given the
current state of the worker Sdt is
(
)
(
)
(6)
Pr Ydt |Sdt  sk ; θdk , X dt  f d θdk X dt ,
where f d (.) is a continuous probability distribution
(e.g., Beta), and θdk is the parameter vector of the
continuous distribution for state k and competency d.
The complete parameter vector Θd (for all states sk ∈ S d )
is as follows:
[
]
(7)
Θd  θd1 , θd2 , . . . , θdKd .
Online Appendix B presents the derivation of the
likelihood and the subsequent process of estimating
the parameters of the model. Online Appendix C discusses the choice of emission (gd ) and transition ( f d )
functions, as well as the tuning of the total number of
states Kd . Finally, Online Appendix C compares alternative approaches for modeling component B of
the HMM-W2V framework, including recurrent neural networks and gradient boosting.
3.3. Component C: Aggregation
This process happens independently for each competency dimension d ∈ D. As a result, for a given
worker i who has completed t tasks, each HMM
estimates a current competency-speciﬁc quality pdit
[i.e., a stochastic draw from the continuous emission
distribution of Equation (6)]. To estimate the quality
of worker i for any given set of skills R, the HMMW2V framework aggregates the available competencyspeciﬁc estimates:
∑ d
Pit (R) 
pit .
(8)
d∈D
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Summation of these estimates allows each competency to contribute to the skillset-speciﬁc reputation
by its respective, skillset-speciﬁc weight [recall that
Equation (2) softmaxes the weights of each dimension]. Online Appendix C and Figure 11(c) compare
alternative aggregating approaches.

4. Data Description and
Model-Free Evidence
I build and evaluate a version of the proposed framework on a set of real transactions from a major online
labor market, LaborBazaar (pseudonym). The focal
data form a snapshot of 662,423 task applications that
led to 58,459 completed tasks by 13,510 workers.
LaborBazaar supports diverse tasks from different
categories, including software and web development,
writing, sales, marketing, and data science. Table 3
summarizes the data set. Overall, 547 unique skills
create a total of 17,563 unique skillsets. Workers
participate in this platform remotely from 141
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different countries. I follow the actions of these
workers for 12 consecutive months.
4.1. Model-Free Evidence
On LaborBazaar, employers rate workers after the
completion of a task with a score Y ∈ {0, 1/9,2/9,. . ., 9/9}.
The platform supports a state-of-the-art reputation
system (Filippas et al. 2018): The employer and the
worker each get two weeks to leave their feedback
score. This is a double-blind process, where neither
party learns its rating before leaving a rating for the
other party. Figure 2(a) shows the resulting feedback distribution of the focal data. The mean and
median of this distribution are both 0.86. Most of the
workers appear to perform almost perfectly (reputation inﬂation).
At the same time, the heterogeneity in terms of
skills and qualiﬁcations on the platform in combination with the fact that feedback scores are assigned
uniformly (reputation attribution) adds noise to the

Figure 2. (Color online) Model-Free Evidence of Shortcomings of Current Reputation Systems.

Notes. The six panels describe the reputation system of LaborBazaar. Panel (a) shows that the accumulated feedback scores of workers are
inﬂated. Panel (b) shows that different skills have different feedback score distributions. Panel (c) shows that workers work on heterogeneous
tasks—skillset average cosine similarity between consecutive tasks is 0.33—highlighting reputation attribution. Panel (d) shows that workers
evolve by learning new skills. Such new skill acquisitions usually initially hurt worker reputation [panel (e)]. However, over time, workers gain
experience and perform better [panel (f)]. As a result, panels (d), (e), and (f) combined highlight the problem of reputation staticity.
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inﬂated distribution. Figure 2(b) shows that skills
accumulate different feedback scores: from translation, with median 1 and mean 0.91, to Twitter marketing with median 7/9 and mean 0.74. Figure 2(c)
further shows that workers work on heterogeneous
tasks. Speciﬁcally, the x-axis shows the cosine similarity of consecutive tasks in terms of skillsets, and
the y-axis shows the cosine similarity between consecutive tasks in terms of projected latent dimensions
(Section 3.1). The mean cosine similarity of consecutive tasks is 0.33, suggesting that workers indeed
work on heterogeneous tasks (reputation attribution).
The same ﬁgure further shows how mapping skillsets
through W2V captures contextual similarities between different skillsets and, as a result, yields higher
cosine similarity between consecutive skillsets (average mean similarity of consecutive tasks in the latent space is 0.75).
Figure 2(d) shows that around 47% of the workers
of this sample use in the marketplace at least one new
skill. Recall that I follow the focal workers only for
12 months. As a result, the observed skillset evolution
happens during these 12 months. Figure 2(e) shows
that when workers acquire a new skill, they often
(66%) initially receive lower feedback scores. However, as they gain experience, Figure 2(f) shows that
their reputation increases. These three graphs highlight the dynamic nature of workers, which suggests
that reputation systems should adjust for reputation staticity.

number of hours worked, and (5) the worker’s hiring rate.
Similarly, vector Xt that captures observed worker
characteristics affects the emission probabilities. Such
characteristics include the current reputation of the
worker and the worker’s current hourly rate. Table 4
shows the descriptive statistics of the variables that
form vectors X t , Zt−1 , as well as the outcome variable Yt . I log-transform variables with long tails and
standardize all nonbinary variables for faster convergence. Finally, note that this illustrative list of
variables that formulate HMM transitions and emissions is context-speciﬁc. Online Appendix E.3 shows
how alternative contexts require different variable choices.

5. Evaluation of the HMM-W2V Framework
The next paragraphs describe the modeling choices
and hyperparameter tuning of the HMM-W2V framework and compare its performance with various alternative advanced reputation systems and modiﬁed
recommender systems. I split the data into 10 folds that
consist of different workers (i.e., each worker’s complete history appears only in 1 of the 10 folds). I use 10fold cross-validation to evaluate and compare each
alternative design approach.
5.1. Design Choices and Hyperparameter Tuning
Alternative design options could model each component of the framework (Section 3). To identify the
best design choices for the context of this study, I
follow a grid-search approach. Speciﬁcally, I compare
alternative modeling choices for components A, B,
and C, and test the framework’s performance under
various numbers of dimensions |D|. Furthermore, I
evaluate various combinations of numbers of states
Kd , choices of transition functions gd , and choices of
emission functions f d . Online Appendix C discusses
the details of this grid-search approach.
Based on this analysis, the combinations that performed best in the focal context are the following:

4.2. Emission and Transition Variables
The HMM-W2V framework requires a set of emission
and transition variables that describe vectors Zt−1 and
Xt . Recall that each latent state represents a different
distribution of expected service quality. Transitions
between states are subject to the accumulated experience and feedback scores of each worker that form
vector Zt−1 . In particular, I allow ﬁve signals to affect
transitions: (1) the current accumulated reputation of
the worker, (2) the total money earned on the platform,
(3) the total number of completed jobs, (4) the total

Table 4. Descriptive Statistics for the Attributes in Vectors X t , Zt−1 , and the Outcome
Variable Y t
Mean
Observed outcome (Yt )
Transition vector Zt−1
Current reputation
Total money earned ($)
Completed jobs
Work-hours
Hiring rate
Emission vector X t
Current reputation
Hourly rate ($)

Median

Standard deviation

Min

Max

0.85

1

0.25

0

1

0.86
4, 289
9.71
468
0.07

0.86
459
2
31
0.05

0.15
11, 735
20.68
1, 368
0.07

0
0
0
0
0

1
152, 526
401
36, 457
1

0.86
11.23

0.87
8.69

0.15
13.21

0
3

1
397
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 Modeling component A: W2V performs better
than D2V and Gaussian mixture models [Online Appendix C, Figure 11(a)]. Furthermore, including the jobdescription text in W2V adds noise and does not improve
the performance of component A [Online Appendix C,
Figure 11(a)]. Hence, for the focal data set, I choose W2V.
 Modeling component B: Modeling dynamic transitions through a hidden Markov model performs
signiﬁcantly better (p < 0.001) than linear models,
support vector machines, recurrent neural networks,
and gradient boosting [Online Appendix C, Figure 11(b)].
Hence, I choose the HMM structure described in
Section 3.2 for the focal data set.
 Modeling component C: Aggregating dimensionspeciﬁc feedback according to Equation (8) performs
on par or better than alternative aggregation approaches [Online Appendix C, Figure 11(c)]. Hence, I
use Equation (8) for the rest of the analysis.
 Number of dimensions: |D|  10 performs better
than alternative values [Online Appendix C, Figure 11(d)].
 HMM parameters: For the focal context I choose
(Online Appendix C.5):
◦ K  [3, 4, 4, 4, 4, 4, 3, 4, 3, 3].
◦ f d  Beta ∀d ∈ D.
◦ gd  Multinomial logit ∀d ∈ D.
Using these design choices and hyperparameter
values, the HMM-W2V framework estimates the reputation of each available worker on any arbitrary set
of skills.
5.2. Alternative Reputation Systems
Alternative approaches could also generate reputation scores for each available worker. Recent advances
in machine learning provide multiple approaches that
could model sequential observations and capture
dynamic behavior. Furthermore, applicable contextspeciﬁc approaches (e.g., WorkerRank; see Daltayanni
et al. 2015) could potentially address reputation inﬂation (Table 1). To benchmark the performance of
the HMM-W2V framework against such advanced
alternative models, I implement and compare the
following reputation systems:
 Current reputation: The accumulated feedback
score of LaborBazaar. This score is a result of a
human-based reputation system, where each worker
gets rated upon completion of a task, and these ratings accumulate to form worker reputation.
 Machine learning approaches: Alternative hybrid
reputation systems that combine (1) human input
(ratings), (2) observed characteristics, and (3) alternative modeling choices. These alternative systems
model the relationship

Yt ∼ G(Zt−1 , X t ),

(9)

where G represents the following:
◦ Linear model: G linearly regresses the dependent
variable on Zt−1 , X t .
◦ Recurrent neural networks (LSTM): G captures
the relationships between vectors Zt−1 , X t , and Yt
through long short-term memory networks (LSTM;
see Hochreiter and Schmidhuber 1997).
◦ Gradient boosting regression (XGBoost): G captures the relationships between vectors Zt−1 , X t , and
Yt through gradient boosting regression (Chen and
Guestrin 2016).
◦ Support vector regression (SVM-reg): G captures
the relationships between vectors Zt−1 , X t , and Yt
through an SVM regression model (Smola and
Schölkopf 2004).
 WorkerRank: An advanced reputation system
for online labor markets that uses implicit feedback
from employers (e.g., “hired,” “invited”) to rank
workers through a link analysis approach (Daltayanni
et al. 2015).
5.3. Results
The next paragraphs benchmark the performance of
the HMM-W2V framework against alternative reputation systems in terms of (1) ranking workers,
(2) generating a representative reputation distribution,
(3) estimating the service quality of the most dynamic
“nonperfect” workers, and (4) ranking applicants
within openings.
Ranking Workers. The ultimate goal of any reputation

system is to generate rankings of products or services
(in this case, workers) according to their expected
service quality. Hence, accurate assessment of quality
should rank workers according to their likelihood of
performing well on any given skillset R. I capture
the ranking performance of each reputation system
through the following measures:
 Ranking correlations: Two ranking correlation coefﬁcients (Kendall τ and Spearman ρ; see Kendall
1938, Spearman 1904) test the ordinal associations
between quality estimates and observed outcomes.
 Ranking performance: Detailed analysis of the
average performance of workers ranked in different
cohorts tests whether workers ranked in the top tiers
perform consistently better than workers ranked in
the bottom tiers.
 Average lift: Lift analysis estimates how much
better top-ranked workers perform than bottomranked workers.
Figure 3 compares the proposed approach with
alternative reputation systems in terms of ranking
correlations. The y-axis shows the 10-fold crossvalidated percentage improvement of the HMMW2V framework over the x-axis reputation systems,
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Figure 3. (Color online) Ranking Correlations of the HMM-W2V Framework and Alternative Reputation Systems

Notes. The y-axis shows the percentage improvement of the HMM-W2V framework over the x-axis reputation systems, in terms of Spearman ρ
and Kendall τ. The HMM-W2V framework signiﬁcantly (p < 0.001) outperforms all alternative reputation systems, with average 10-fold crossvalidation improvements ranging between 20% and 85%. Error bars represent 95% conﬁdence intervals.

in terms of Spearman ρ and Kendall τ. These ranking
correlations capture how aligned each reputation
system’s ranking is with the observed performance of
the workers. Across both metrics, the proposed approach signiﬁcantly outperforms both current and
alternative reputation systems: The HMM-W2V framework yields, on average, ∼85% better rankings than
the current reputation scores. At the same time, it
signiﬁcantly (p < 0.001) yields better rankings than all

alternative reputation systems (average improvement between 20% and 60%). Hence, the ordering of
workers according to their predicted HMM-W2V
reputation is signiﬁcantly more accurate than their
orderings according to alternative reputation systems.
Figure 4, (a) and (b), shows the ranking performance and lift improvement of the proposed approach over alternative reputation systems. The x-axis
ranks workers according to their predicted reputation

Figure 4. (Color online) Ranking Performance and Lift of the HMM-W2V Framework and Alternative Reputation Systems

Notes. In both panels, the x-axis ranks workers according to their estimated reputation. The y-axis shows the 10-fold cross-validated percentage
improvement of the HMM-W2V framework over each alternative reputation system. Panel (a) shows the ranking performance: Top-ranked
workers according to the HMM-W2V reputation clearly outperform (p < 0.001) top-ranked workers from all alternative reputation systems by
up to 8%. Panel (b) shows the average lift of each ranked cohort. The HMM-W2V framework yields up to 9% (p < 0.001) higher average lifts than
the three baselines. Error bars represent 95% conﬁdence intervals.
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scores by each alternative approach. The y-axis shows
the HMM-W2V reputation improvement over each
alternative approach (a) in terms of the observed
performance of the top-ranked workers, and (b) in
terms of lift (i.e., how much better top-ranked workers
perform than bottom-ranked workers). In Figure 4(a),
the HMM-W2V framework signiﬁcantly outperforms
(up to 8%, p < 0.001) all alternative reputation systems. According to HMM-W2V reputation, higherranked workers yield signiﬁcantly higher average
performance. As the ranking moves from top to
bottom, the improvement of the HMM-W2V reputation
converges to zero as the top-ranked cohort includes a
larger portion of the available contractors (i.e., the
top-ranked sample’s average performance converges
to the population’s average performance). Note that
there is not a single point on the x-axis where an alternative reputation system outperforms the HMMW2V framework. Similarly, in Figure 4(b), the proposed framework yields a higher average lift (up to
9%, p < 0.001) than all alternative approaches. This
means that the rates of the HMM-W2V reputation
top-ranked worker performance over the bottomranked worker performance are signiﬁcantly (p < 0.001)
higher than the respective rates of all alternative
reputation systems.
Reputation Distribution. Figure 5 compares the re-

sulting reputation distributions of the HMM-W2V
framework and all alternative reputation systems.
The focus is on estimating how close each resulting
distribution is to the normal distribution. A normal
distribution is more likely to represent the skillsetspeciﬁc abilities of workers (Schmidt and Hunter
1983) and facilitate worker differentiation. The total
Figure 5. (Color online) Reputation Distributions of
the HMM-W2V Framework and Alternative
Reputation Systems

Notes. The y-axis shows the 10-fold cross-validated improvement of
the HMM-W2V framework in terms of the total variation distance
compared with a normal distribution. Compared with alternative
reputation systems, HMM-W2V reputation is up to 37% closer to a
normal distribution. Error bars represent 95% conﬁdence intervals.
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variation distance (Huber 2011, Kohl 2019) between
any two distributions captures how close these distributions are. Hence, I use this distance to measure
the closeness of each alternative reputation distribution to the normal distribution. Figure 5 shows that
the proposed approach yields reputation distributions that are up to 37% closer to a normal distribution
(p < 0.001) compared with the resulting distributions
of alternative reputation systems.
Performance Evaluation on “Nonperfect” Workers. Many

workers in these markets always appear to perform
well, in part due to reputation inﬂation (Table 4). As a
result, models can have high accuracy by always
correctly predicting these “perfect” workers. The real
challenge is for algorithms to accurately predict the
performance of workers who occasionally underperform (i.e., minority class prediction performance;
see Longadge and Dongre 2013). This is important for
the market, as early identiﬁcation of potential underperforming workers could prevent employers from
having a disappointing experience (Section 6).
To test the performance of each alternative reputation system on “nonperfect” workers, I estimate
ranking correlations (Spearman ρ, Kendall τ) for the
subset of workers who receive at least one imperfect
(< 1) feedback score. Figure 6 shows the results. The
focal framework signiﬁcantly (p < 0.001) outperforms
all alternative reputation systems in the populations
that are harder to predict and are often costly for the
marketplace (Section 6).
Performance Evaluation on Within-Opening Rankings.

The previous paragraphs demonstrate the superiority
of the proposed approach compared with alternative
reputation systems in terms of differentiating workers
(ranking correlations, reputation distribution). Each
reputation system, however, could generate withinopening rankings of applicants (i.e., workers who have
applied for the job). Such within-choice-set rankings
often affect buyer decisions (Ghose et al. 2012, 2014;
Kokkodis et al. 2015). To compare the set of alternative reputation systems in terms of within-opening
rankings, I do the following:
• For each reputation system, rank applicants within
openings according to their reputation score.
• For each n ∈ {1, 2, 3, 4, 5}, observe the average
performance of workers who got hired while ranking
at the Top-n according to each reputation system.
• In the end, compare the average performance of
each reputation system at Top-n.
Figure 7 shows the results. The y-axis indicates the
average performance of workers that each algorithm
ranks at Top-n. The x-axis lists all reputation systems.
The HMM-W2V framework outperforms (p < 0.05) all
reputation systems but WorkerRank and XGBoost
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Figure 6. (Color online) Evaluation on “Nonperfect” Workers

Notes. The y-axis indicates the improvement of the HMM-W2V framework over the x-axis reputation systems in terms of Spearman ρ and
Kendall τ. The HMM-W2V framework outperforms all alternative reputation systems (p < 0.001) in identifying “nonperfect” workers. Error bars
represent 95% conﬁdence intervals.

across all n. It further outperforms WorkerRank at p <
0.05 for n ∈ {4, 5}, and at p < 0.1 for n ∈ {1, 2, 3}, and it
outperforms XGBoost at p < 0.1 for n  1 and at p <
0.05 for n ∈ {2, 3, 4, 5}. These results suggest that the
HMM-W2V framework can offer better within-opening
rankings of applicants than alternative reputation systems.
5.4. Empirical Evaluation of Recommender Systems
Section 2.3 summarized the conceptual differences
between reputation and recommender systems. Table 2
further identiﬁed the necessary modiﬁcations and
assumptions that recommender systems need to

make in order to provide worker-reputation scores.
Section 5.4.1 empirically tests such adaptations of
recommender systems and shows that they signiﬁcantly underperform compared with the HMMW2V framework. Finally, Section 5.4.2 illustrates
how reputation and recommender systems can work
together to enhance the transaction efﬁcacy of a
marketplace.
5.4.1. Adaptations of Recommender Systems as
Reputation Frameworks. Section 2.3.2 and Table 2

identiﬁed that in order to adjust recommender systems to

Figure 7. (Color online) Comparison of Alternative Reputation Systems on Within-Opening Rankings

Notes. The y-axis indicates the average performance of the Top-n hired workers according to each reputation system. The HMM-W2V
framework outperforms (p < 0.05) all reputation systems but WorkerRank and XGBoost across all n. It further outperforms WorkerRank at
p < 0.05 for n ∈ {4, 5}, and at p < 0.1 for n ∈ {1, 2, 3}, and XGBoost at p < 0.1 for n  1, and at p < 0.05 for n ∈ {2, 3, 4, 5}. Error bars represent 95%
conﬁdence intervals.
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provide worker-reputation scores, I need to make the
following assumptions:
• Skillset → item.
• Worker → user.
• Average worker’s skillset-speciﬁc feedback
score → rating.
Based on these, I transform and implement the
following popular recommender systems:
• Collaborative ﬁltering: Collaborative ﬁltering recommenders are among the most powerful and widespread industry approaches (Adomavicius and Tuzhilin
2005, Su and Khoshgoftaar 2009, Meyer 2012,
Adamopoulos and Tuzhilin 2015). For the focal context,
I customize three popular powerful collaborative ﬁltering frameworks: k-nearest neighbors (NN, Kantor et al.
2011), singular value decomposition (SVD, Kantor et al.
2011), and slope one (Lemire and Maclachlan 2005).
• Neural network sequence recommender systems: The
rise and popularity of neural networks have motivated approaches that use such networks to build
deep recommender systems. Given the nature of the
focal context and the fact that workers evolve dynamically, a sequential recommendation model could
capture latent and dynamic relationships by treating
recommendations as a sequential prediction problem
(Kung-Hsiang 2018). Convolutional neural networks
(CNN) often model such sequential recommender
systems that provide next-item recommendations
(Kula 2018, Quadrana et al. 2018). As mentioned in
Section 2.3.2, because these approaches focus on
implicit feedback (i.e., whether a user chooses an item
next), I need to encode the observed sequences of
worker skillset-speciﬁc ratings into user actions. To
do so, I combine a task’s required skillset along with
its respective observed performance. For instance, if a
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worker completes a sequence of tasks that require
{java} and {python} and receives feedback scores 8/9,
and 1, then the sequence will be [{java}-8/9, {python}-1].
These transformations generate sequences of observations that a deep recommender system can use to predict
the next skillset-score combination of each worker. I use
these next-skillset-score predictions to infer a worker’s
skillset-speciﬁc reputation.
Through a grid search approach, I tune these models,
and compare their performance with the HMM-W2V
framework. Figure 8 shows how the proposed approach signiﬁcantly (p < 0.001) outperforms all recommender systems in terms of ranking correlations.
This underperformance shows that the necessary
assumptions that transform recommender systems
into worker-reputation frameworks likely hurt their
performance. As a result, recommender systems do
not sufﬁciently address reputation staticity, reputation attribution, and reputation inﬂation in online
labor markets.
5.4.2. Collaboration of Reputation and Recommender
Systems. Reputation and recommender systems can

work together to increase transaction efﬁcacy. Speciﬁcally, worker-reputation scores can enhance the
performance of recommender systems in online labor
markets (Section 2.3.1). To demonstrate, I build existing job-applicant recommenders (Kokkodis et al. 2015,
Abhinav et al. 2017), and I test their performance with
and without using HMM-W2V reputation. Speciﬁcally, I build models that estimate the hiring probability of each job applicant (Kokkodis et al. 2015,
Abhinav et al. 2017):
Pr(Hire|W)  h(W) ,

(10)

Figure 8. (Color online) The HMM-W2V Framework Outperforms Adaptations of Recommender Systems

Notes. The y-axis shows the percentage improvement of the HMM-W2V framework over the x-axis recommender systems, in terms of Spearman
ρ and Kendall τ. The HMM-W2V framework signiﬁcantly (p < 0.001) outperforms all alternative recommender systems, with average 10-fold
cross-validation improvements ranging between 20% and 60%. Error bars represent 95% conﬁdence intervals.
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where h ∈ {Logistic regression, Bayesian networks,
Random forest, Gradient boosting, Neural networks}.
The vector of observed job-applicant characteristics
W takes the following forms:
⎪
Wcr : Current reputation
⎧
⎪
⎪
⎪
⎪
⎪
⎪ Whmm : HMM-W2V reputation
⎨
W  ⎪ Wp : Predictive features in
.
⎪
⎪
⎪
kokkodis
et
al.
(2015)
⎪
⎪
⎪W
⎩
: W ∧ HMM-W2V reputation
hmm∧p

p

(11)
Online Appendix G presents the list of predictive
features Wp .
I evaluate the performance of each recommender by
estimating their area under the curve (AUC). To
highlight the beneﬁts of using HMM-W2V reputation, I estimate the following improvements:
Improvement over current reputation
AUC(Whmm ) − AUC(Wcr )
∗ 100,
AUC(Wcr )
Improvement over predictive features




AUC(Whmm∧p ) − AUC(Wp )
∗ 100 .
AUC(Wp )

Figure 9 shows the 10-fold cross-validated AUC improvements. First, compared with the current reputation, HMM-W2V reputation provides signiﬁcantly
(p < 0.001) better recommendations across all classiﬁers that yield an AUC improvement between 2.4%
and 10%. Second, once I include the HMM-W2V
reputation in the set of predictive features presented
in Online Appendix G, the performance of the recommenders increases between 1.3% (p < 0.001) for neural

networks and 3.5% (p < 0.001) for logistic regression.
Such AUC improvements could generate better matches,
happier employers, better collaborations, and a subsequent increase in market revenue (Kokkodis et al. 2015).4
To conclude, the proposed reputation framework
outperforms adaptations of recommender systems,
further highlighting the beneﬁts of using the threecomponent architecture that addresses reputation
attribution, reputation staticity, and reputation inﬂation. Furthermore, Figure 9 illustrates that reputation and recommender systems are not at odds;
instead, they provide better user experience when
they work together.
5.5. Additional Evaluations and Generalizability
Besides this analysis, I further evaluate the predictive
and explanatory performance of the HMM-W2V framework and its generalizability.
Predictive and Explanatory Performance. Online Ap-

pendix D provides performance evaluations and
comparisons across different metrics. Speciﬁcally,
Figure 13 shows that the HMM-W2V framework
signiﬁcantly (p < 0.001) outperforms all alternative
reputation systems in terms of predictive mean absolute error (MAE) and root mean squared error
(RMSE). Even further, Table 5 shows that, compared
with alternative reputation systems, HMM-W2V reputation better explains the variance of the observed performance in terms of R2 in a linear regression speciﬁcation.
Generalizability. One advantage of the focal approach

is that it can generalize to other contexts that experience reputation attribution, reputation staticity,

Figure 9. (Color online) HMM-W2V Reputation Enhances the Performance of Job-Applicant Recommender Systems

Notes. Using HMM-W2V reputation in recommender systems that rank job applicants according to their likelihood of getting hired (Kokkodis
et al. 2015, Abhinav et al. 2017) results in better (p < 0.001) recommendations. The y-axis shows the AUC improvement when each recommender
system on the x-axis includes HMM-W2V reputation as an attribute. This example illustrates how reputation and recommender systems can
work together to improve transaction efﬁciency in a marketplace. The ﬁgure shows 10-fold cross-validation average improvements. Error bars
represent 95% conﬁdence intervals.
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and reputation inﬂation. One such example is online
reputation platforms (e.g., TripAdvisor, Yelp). These
platforms deliver positively skewed reputation scores
(Luca and Zervas 2016). At the same time, because
venues evolve (e.g., change their menus, go through
renovations, hire different personnel), their reputation is
also dynamic. Finally, these restaurants receive evaluations for multiple dimensions, and, as a result, their
reputation systems likely experience reputation attribution as well. Online Appendix E.3 implements the
HMM-W2V framework and the alternative reputation
and recommender systems on 77,044 restaurant reviews
from a major restaurant review platform: The HMMW2V framework provides signiﬁcantly (p < 0.001) better
restaurant reputation scores compared with alternative reputation systems (Figure 14) and adaptations of popular recommender systems (Figure 15).
These results empirically show the generalizability of
the HMM-W2V framework.
One concern of the proposed approach is that
platforms are already developing multidimensional
reputation systems, and, as a result, the HMM-W2V
framework might be only recovering noisy information
from such human-rated dimensions. The focal restaurant review platform creates a perfect environment to
test this, as it allows customers to rate venues across
four dimensions: “Food,” “Atmosphere,” “Value,”
and “Service.” Online Appendix E.3 and Figure 16
compare the HMM-W2V framework with alternative
approaches that use as input these human-rated reputation dimensions. The HMM-W2V framework signiﬁcantly (p < 0.001) outperforms these alternatives,
suggesting that the latent dimensions captured by the
HMM-W2V framework contain different information
than the observed multidimensional reputation scores.
Overall, the empirical analysis in this section shows
the advantages of the HMM-W2V reputation over a
set of advanced alternative reputation and recommender systems in terms of ranking workers, identifying “nonperfect” workers, generating better withinopening rankings, and generating a more representative,
normal-like reputation distribution.

6. Discussion
Current reputation systems in online labor markets
experience three shortcomings: (1) reputation attribution (attribution of reputation to speciﬁc skills is
infeasible), (2) reputation staticity (the assumption
that worker quality is static and does not evolve),
and (3) reputation inﬂation (feedback scores are positively skewed). To address these shortcomings, this
work presents the HMM-W2V framework, which combines human input (assigned feedback scores) with
machine learning (word embedding, hidden Markov
models) to provide accurate quality estimates for any
online worker on any given set of skills. The proposed
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framework includes three components. The ﬁrst component maps skills into a latent space of ﬁnite
competency dimensions and addresses reputation
attribution. The second builds dynamic competencyspeciﬁc quality assessment models and addresses
reputation staticity. The ﬁnal component aggregates
these competency-speciﬁc assessments to generate a
reputation score for any given set of skills. Because
these reputation scores are skillset-speciﬁc and evolve
over time, they generate a representative, closer-tonormal reputation distribution, and hence address
reputation inﬂation. Application of the proposed framework to two different data sets illustrates that, compared with alternative reputation systems, HMMW2V reputation performs better in terms of (1) ranking
workers according to their likelihood of performing
well, (2) identifying “nonperfect” workers who are
more likely to underperform and are harder to predict,
(3) improving the ranking of within-opening choices,
and (4) creating closer-to-normal reputation distributions that facilitate worker differentiation.
6.1. Research Contributions
Given the projected growth of the number of online
workers in the coming years (Agile-1 2016, Sundararajan
2016) and their dynamic nature (Oliver 2015, Kokkodis
and Ipeirotis 2016), accurate quality assessment could
be a deﬁning factor of the ultimate reach of online
work. This paper is the ﬁrst to outline shortcomings
of current reputation systems (i.e., reputation staticity
and reputation attribution) and to explain why such
systems underperform in this context. By identifying these shortcomings, this work provides a solution that generalizes to arbitrary sets of skills. Because
it makes skillset-speciﬁc estimates that dynamically evolve, this work provides accurate skillsetspeciﬁc reputation.
From a design perspective, this work extends the
rich literature (Table 1) of reputation systems by
combining human input with machine intelligence to
enhance employer judgment in choosing appropriate
online workers. Compared with previous humanbased, machine-based, and hybrid reputation systems, the proposed approach has unique dynamic
attributes that ﬁt the particular context of online
work. Given that algorithmic collaboration between
humans and machines is expected to grow (Jain et al.
2018), the proposed hybrid approach could be a
baseline for future intelligence augmentation systems
that could potentially use human input beyond the
current uniform worker assessment (e.g., by having
employers rating workers only in dimensions that
employers have appropriate expertise in, or by using
expert, third-party human raters).
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6.2. Methodological Contributions
and Generalizability
Methodologically, this paper provides detailed guidelines for markets that are interested in developing dynamic reputation systems by addressing methodological challenges that include the conceptualization,
modeling, and estimation of a worker’s reputation.
Speciﬁcally, these guidelines are the following:
 Skillset decomposition: This paper is the ﬁrst to
conceptualize skillsets as documents and propose the
application of a text-analysis algorithm in a completely different context. As discussed in Sections 2
and 3 and illustrated in Online Appendix C and
Figure 11, this decomposition is necessary, as it allows
the proposed reputation framework to generalize on
any number of available skills.
 HMM architecture: Section 3.2 describes how
practitioners can conceptualize and formulate a suitable structure for an HMM that allows a series of observed signals to shape the transition and emission
probabilities of workers of various qualities.
 Parameter estimation: Online Appendix B guides
practitioners through the derivation of the global
likelihood of the model and the estimation process of
all the parameters.
 Design choices and evaluation: Appendix C presents
the process of evaluating different components of the
HMM-W2V framework and selecting an appropriate
conﬁguration of the HMM. Section 5 and Online
Appendices C and D guide practitioners on how to
evaluate and compare alternative design choices and
reputation systems.
These methodological contributions generalize beyond the focal context of online work. The HMMW2V framework can be adjusted and implemented in
any online platform that experiences reputation attribution, reputation staticity, and reputation inﬂation. For instance, Online Appendix E.3 shows that,
under the assumption that hotels and restaurants
dynamically change, reputation platforms such as
Yelp and TripAdvisor could use a similar framework
to develop a more dynamic, up-to-date reputation
system. Sharing economy platforms such as Uber and
Lyft can borrow ideas from the proposed approach
and develop similar reputation systems internally.
Such internal systems could estimate the dynamic
service quality of each driver and even identify heterogeneity in reputation across various types of trips
(e.g., airport and train station trips, long trips out of
town, trips in rush hour, Saturday night trips). Finally, online platforms that track workers’ career
paths, such as LinkedIn, can adapt the proposed
approach and estimate the evolving expertise of their
users across multiple skillsets. Recommender systems could then use such estimates to suggest new
skills or promote workers to potentially relevant jobs.
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6.3. Implications for Platforms, Workers,
Employers, and the Future of Work
Online labor platforms stand to beneﬁt through implementing the proposed approach, as accurate reputation scores (1) help workers to differentiate, (2) guide
employers to make informed and fast (reduced search
cost; see Bakos 1997) decisions, and (3) enable the
market to improve its recommendation algorithms.
When workers can be accurately differentiated, the
quality of the supply side of the market naturally
increases. High-quality relevant workers are more
likely to keep participating, as they are in high demand. Lower-quality workers could be motivated to
invest in different skills that are uncorrelated with
their current skillset and respective reputation. At the
same time, and as I showed in Section 2.3 and Figure 9,
markets can improve the performance of their recommendation algorithms by using HMM-W2V reputation as an additional attribute. Better recommendations imply higher income and higher transaction
efﬁcacy (Kokkodis et al. 2015).
The performance of the proposed approach in terms
of identifying “nonperfect” workers is of particular
importance to market managers. Accurately predicting
underperformance allows informing employers preemptively. Such interventions could potentially reduce
the number of adverse outcomes. Employers who make
better-informed and faster decisions that lead to better
outcomes are more likely to be happy and keep participating in the marketplace, thereby generating a
continuous stream of revenue for the platform (Tripp
and Grégoire 2011).
Through the proposed reputation framework, platforms can better understand the supply distributions
across latent competencies and any arbitrary combination of skills. Based on such information, market
managers can intervene where they deem appropriate (e.g., through targeted advertising on competencies that workers tend to underperform). Online
Appendix H empirically analyzes the focal dimensions and explains how market managers can track
worker performance and employer demand across
competencies and devise appropriate interventions.
The proposed reputation framework combines human input (feedback scores) with machine learning (AI)
to augment intelligence in decision making. Over time,
through continuous training, the AI component of
the framework will improve its performance. As the
framework becomes better and more accurate, its
effect on humans (both workers and employers) who
interact with it will also intensify. Speciﬁcally, the AI
framework will be facilitating increased differentiation
of intelligent crowd and crowd abilities. Due to better
differentiation, employers who interact with the system
will be able to make intelligent decisions that likely lead
to successful outcomes. Such outcomes could encourage
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participation in these markets and attract new employers. Similarly, workers that the system evaluates
to have high relevant expertise will be able to ﬁnd tasks
to complete online seamlessly. On the other hand, the
framework might marginalize workers that it does not
evaluate as experts. For such workers, career development systems can provide recommendations for
new skills to learn (Kokkodis and Ipeirotis 2020). At
the same time, as the IA framework’s performance
improves, it will potentially allow new workers (without prior history on the platform) to complete tasks for
which the system deems workers with history on the
platform as inadequate. As a result, a better IA system
will likely help workers with high-in-demand skills and
abilities to succeed, and it will potentially drive workers
who exercise low-demand skills to consider reskilling.
These effects of augmented intelligence could extend to ofﬂine work, as the proposed framework
could generalize (for instance, through LinkedIn) to
ofﬂine worker reputation. As automation keeps evolving, the nature of many jobs will change, and other jobs
will become obsolete (Brynjolfsson et al. 2018). This
transition will require many workers to learn new
skills: By some estimates, 120 million workers worldwide will need to be retrained as a result of automation
in the next three years (IBM Institute of Business Value
2019). Given this dynamic evolution of skills and
workers, a reputation framework such as the one
proposed in this work could successfully facilitate
supply redistribution while intelligently differentiating relevant hirable workers.
6.4. Additional Discussion of the
Proposed Framework
To provide dynamic recommendations, the proposed
approach assumes that the competency-speciﬁc hidden
quality states are discrete. In particular, the HMMs
allow workers to transition across these discrete states
as they complete new tasks. Once an HMM estimates
the state of a worker, it predicts quality estimates that
are continuous through Equation (6) and subsequently
Equation (8). Hence, although the HMM-W2V framework assumes discrete hidden states, it provides scores
that are continuous and capture the complete spectrum
of worker competency-speciﬁc qualities. Future work
could also explore state-space models (e.g., linear dynamical systems) that allow hidden states to be continuous (Murphy 2012). Given that the HMM-W2V
framework already provides continuous worker scores,
the additional complexity of these models does not
guarantee better performance. Even further, latentspace models might not provide clear market insights
to managers: Because workers will not reside in
discrete latent states, competency-speciﬁc market
analysis (such as the one in Online Appendix H) will
require threshold tuning.
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Through the examination of different transition
functions (Online Appendix A), I concluded that, for
the focal data set, multinomial transitions yield better results. By deﬁnition, multinomial transitions allow workers to downgrade to lower-quality states.
This might appear irrational at ﬁrst: Why would a
worker’s quality decrease over time? The way that an
HMM works might provide some rationale. Because
each HMM focuses on accurately capturing a worker’s
latent quality, more worker observations will generate less-noisy estimates of the worker’s quality. For
instance, consider a worker who receives high feedback scores in early tasks and low feedback scores in
later tasks. The HMM will (likely) initially assign this
worker to a high-quality state. As the HMM evaluates
new evidence, it will (likely) adjust the worker to a
lower-quality state. As a result, allowing transitions
to lower-quality states is vital for the HMM-W2V
framework in order to correct and adjust workerquality estimates as new information arrives. Online
Appendix I discusses this process in greater detail, and
Figure 18 empirically shows the beneﬁts of facilitating
unconstrained HMM transitions.
An additional concern for the proposed approach is
that platforms are already developing multidimensional reputation systems, and, as a result, the HMMW2V framework might be only recovering noisy information from such human-rated dimensions. To
investigate, Online Appendix H presents the skills
that deﬁne each competency in the focal data set. The
complexity of these competency-speciﬁc skillsets
demonstrates the mental load that humans would
need to follow to decompose evaluations across different dimensions. Furthermore, in a human-rating
scenario, the mapping of each skill to a nonprimary
dimension (that the proposed framework does automatically) would be practically infeasible. For instance, if a worker completes a data-mining job, a
human rater would evaluate the worker’s performance in that skill, but not in every other skill
available on the market (e.g., video production). The
HMM-W2V framework does this mapping automatically, as it implicitly estimates correlations between
skills through the W2V decomposition (Section 3.1).
Online Appendix H discusses this in detail, and Online
Appendix E.3 empirically shows that the proposed
mapping captures different information than the already implemented human-rated dimensions.
Finally, the fact that, compared to D2V, W2V was a
more appropriate decomposition approach in the
worker-reputation context (Online Appendix C.1) but
less appropriate in the restaurant-reputation context
(Online Appendix E.3) raises a question of when
markets should prefer W2V over D2V. Conceptually,
W2V is likely to perform better when the pool of terms
is predeﬁned, well-structured, and where every term
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includes crucial information. In these scenarios, where
each individual term (e.g., a skill) contains crucial information, summing up mappings through Equation (1)
should generate more informative representations
than D2V mappings that will unavoidably include
noise from rare combinations of terms (e.g., rare
combinations of skills). On the other hand, D2V
should perform better when the analyzed text is
unstructured (e.g., review text). In those cases, summing up weights of seemingly random terms (e.g.,
found in reviews) through Equation (1) will likely
generate noisy representations.
6.5. Conclusion
Conclusively, this work presents an intelligence augmentation framework that addresses reputation attribution, reputation staticity, and reputation inﬂation.
Application of this framework in two different contexts
(online labor markets and online reputation platforms)
shows that it can track evolving entities across multiple
dimensions and provide accurate service-quality estimates. As a result, its deployment on different types of
online platforms could have signiﬁcant implications for
workers, employers, businesses, and the future of work.
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Endnotes
1

Allahbakhsh et al. (2012) weight the timing of each rating, so, in
theory, it has the potential to address reputation staticity. Table 1
clariﬁes this point.

2

Alternatively, workers could land stochastically to any of the
available states. This would add noise to the estimates, and as a result
it could potentially hurt the performance of the framework.

3
Vectors Zt−1 and Xt (which I use later) are worker-speciﬁc. As a
result, the transition and emission probabilities are also workerspeciﬁc. For simplicity, I drop worker subscript i from the notation
of this subsection. I use the subscript i in Section 3.3 and Online
Appendix B to highlight that the skillset-speciﬁc reputation scores are
also worker-speciﬁc.
4

The high variance of the neural networks performance when
modeling only reputation scores (i.e., only one feature) suggests that
the networks possibly overﬁt the training sets and often fail in the test
sets. Once additional features enter the model, trained neural networks make robust predictions that perform better than alternative approaches.
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